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Motivation Downstream Performance

We evaluate the models on 5 downstream tasks by keeping
them completely frozen and training only lightweight task-

e We need to process a substantial amount of HTML
documents to maintain clean, well-understood search

indexes. specific MLP heads (0.3—1M parameters) on top of their
. o . embeddings.
e To do this efficiently, we need a strong foundation model
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Ablation Study
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e Currently powering multiple downstream applications,
processing ~2,500 docs/sec: article type, explicit content,

and shopping related classifiers.

e Easy to integrate/operate a new applications.
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